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EDITOR’S
NOTE
As we step into the second half of the year, many countries are looking to gradually open up businesses and 
other institutions. Though the war against the virus rages on, reports of places having successfully contained 
the spread of the disease have given us hope. We are all keen on taking a leaf out of their books. 

All those being hailed for the way they dealt with the coronavirus have one thing in common – rapid and apt 
response strategies. There is no ‘one-size-fits-all’ solution. A deep understanding of the concerned region 
and its community’s habits is the first step in getting it right. Second is being agile and cutting across any 
bureaucracy that might slow down the response. 

Decision-makers across all levels have been depending upon quantitative models, now more than ever, with 
varying results. It is important to note that these models are just a tool to navigate through these trying times. 
Assumptions, a major driving factor of these models, are not static and the quality of the underlying data 
poses serious challenges. The models should be used to facilitate discussions and aid in scenario planning. 
It shouldn’t be used to oversimplify reality. Especially at a time when leaders are grappling at whatever they 
can find to pin their hopes on. 
 
The times call for leaders to be prudent and creative. 

We bring you some very well-researched articles in this edition. Hope you enjoy reading them.

Sri Chaganty has written Observability versus Monitoring. He writes, “Like so many other terms in software 
engineering, ‘observability’ is a term borrowed from an older physical discipline: in this case, control systems 
engineering.”

Vasudevan Gopalan has written Design Thinking 101. He writes, “With ‘thinking as a user’ as the methodology 
and ‘user satisfaction’ as the goal, design thinking practice supports innovation and successful product 
development in organizations.”

Bargunan Somasundaram has written Lambda (λ), Kappa (κ) and Zeta (ζ) – The Tale of 3 AIOps Musketeers 
(Part-3). He writes, “The unified approach addresses the velocity and volume problems of Big Data as it uses a 
hybrid computation model.”

Naresh B has written Generative Adversarial Networks (GAN). He writes, “A GAN is a machine learning model 
in which two neural networks compete to become more accurate in their predictions.”

Maruvada Deepti has written RASA – an Open Source Chatbot Solution. She writes, “Ever wondered if the 
agent you are chatting with online is a human or a robot? The answer would be the latter for an increasing 
number of industries.”

Nagalakshmi VJ, Ashwin Balaji Dhandapani and Anjana K have written Role of AI in Cybersecurity. They 
write, “Security experts have conducted research to harness the capabilities of AI and incorporate it into security 
solutions.”

Bindu Vijayan has written Unprecedented crisis and its opportunities. She writes, “To make the best out of 
the situation, let’s take the opportunity to accept this as a huge learning time…”

Soumika Das
Editor 
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OBSERVABILITY 
VERSUS 
MONITORING

Sri Chaganty

“Observability” has become a key trend in Service 
Reliability Engineering practice.  One of the 
recommendations from Gartner’s latest Market Guide 
for IT Infrastructure Monitoring Tools released in 
January 2020 says, “Contextualize data that ITIM 

tools collect from highly modular IT architectures 
by using AIOps to manage other sources, such as 
observability metrics from cloud-native monitoring 
tools.” 
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About the Author:

Sri is a Serial Entrepreneur with over 30 years 
experience delivering creative, client-centric, 
value-driven solutions for bootstrapped and 
venture-backed startups.

Like so many other terms in software engineering, 
‘observability’ is a term borrowed from an older 
physical discipline: in this case, control systems 
engineering. Let me use the definition of observability 
from control theory in Wikipedia: “observability is a 
measure of how well internal states of a system can be 
inferred from knowledge of its external outputs.”

Observability is gaining attention in the software world 
because of its effectiveness at enabling engineers 
to deliver excellent customer experiences with 
software despite the complexity of the modern digital 
enterprise.

When we blew up the monolith into many services, 
we lost the ability to step through our code with a 
debugger: it now hops the network.  Monitoring tools 
are still coming to grips with this seismic shift.

How is observability different than monitoring?

Monitoring requires you to know what you care about 
before you know you care about it. Observability 
allows you to understand your entire system and 
how it fits together, and then use that information 
to discover what specifically you should care about 
when it’s most important.

Monitoring requires you to already know what normal 
is. Observability allows discovery of different types of 
‘normal’ by looking at how the system behaves, over 
time, in different circumstances.

Monitoring asks the same questions over and over 
again. Is the CPU usage under 80%? Is memory usage 
under 75% percent? Or, is the latency under 500ms? 
This is valuable information, but monitoring is useful 
for known problems.

Observability, on the other side is about asking 
different questions almost all the time. You discover 
new things.

Observability allows discovery of different types 
of ‘normal’ by looking at behavior, over time, in 
different circumstances.

Metrics do not equal observability.

What Questions Can Observability Answer?

Below are sample questions that can be addressed 
by an effective observability solution:

• Why is x broken?
• What services does my service depend on — and 

what services are dependent on my service?
• Why has performance degraded over the past 

quarter?
• What changed? Why?

• What logs should we look at right now?
• What is system performance like for our most 

important customers?”
• What SLO should we set?
• Are we out of SLO?
• What did my service look like at time point x?
• What was the relationship between my service 

and x at time point y?
• What was the relationship of attributed across the 

system before we deployed? What’s it like now?
• What is most likely contributing to latency right 

now? What is most likely not?
• Are these performance optimizations on the 

critical path?
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DESIGN THINKING 101

Vasudevan Gopalan

Is the end-user at the centre of everything you 
do? Do you consider the human emotions while 
conceptualizing a product or a solution? Well, let us 
open the doors of Design Thinking 

What is Design Thinking?

• Design thinking is both an ideology and a 
process, concerned with solving in a highly user-
centric way.

• With its human-centric approach, design thinking 
develops effective solutions based on people’s 
needs.

• It has evolved from a range of fields – including 
architecture, engineering, business – and is also 
based on processes used by designers.

• Design thinking is a holistic product design 
approach where every product touch point is an 
opportunity to delight and benefit our users.

Human Centred Design

With ‘thinking as a user’ as the methodology and 
‘user satisfaction’ as the goal, design thinking 
practice supports innovation and successful product 
development in organizations. Ideally, this approach 
results in translating all the requirements into product 
features.

Part of the broader human centred design approach, 
design thinking is more than cross-functional; it is 
an interdisciplinary and empathetic understanding 
of our user’s needs. Design thinking sits right up 
there with Agile software development, business 
process management, and customer relationship 
management. 

5 Stages of Design Thinking

1. Empathize: This stage involves gathering insights 
about users and trying to understand their needs, 
desires and objectives.

2. Define: This phase is all about identifying the 
challenge. What difficulties do users face? What 
are the biggest challenges? What do users really 
need?

3. Ideate: This step, as you may have already 
guessed, is dedicated to thinking about the way 
you can solve the problems you have identified 
with the help of your product. The product team, 
designers and software engineers, brainstorm 
and generate multiple ideas.

4. Prototype: The fourth stage brings you to turning 
your ideas into reality. By creating prototypes, you 
test your ideas’ fitness.

5. Test: You present the prototype to customers and 
find out if it solves their problem and provides 
users with what they need. Note that this is not 
the end of the journey; you need to get feedback 
from the users, adjust the product’s functionality 
and test it again. This is a continuous process 
similar to the build-measure-learn approach in 
the lean start-up methodology.
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Benefits of Design Thinking in Software 
Development

1. Feasibility check: Design thinking enables 
software development companies to test 
the feasibility of the future product and its 
functionality at the initial stage. It enables them 
to keep end-user needs in mind, clearly specify 
all requirements and translate all this into product 
features.

2. No alarms and no surprises: Once you’ve 
tested your MVP and gathered feedback from 
users, the team can confidently proceed to the 
product development. You can be quite sure that 
there will be little to no difference between the 
approved concept and final version.

3. Clarity and transparency: Design thinking 
approach allow product designers/developers to 
broaden their vision, understand and empathise 
with the end-users’ problems and have a detailed 
blueprint of the solution they should eventually 
deliver.

4. Continuous improvement: The product can 
be (and sometimes should be) modified after 
its release when user feedback is at hand. It 
becomes clear which features work and which 
can be done away with. The product can undergo 
some series enhancements on the basis of 
feedback. This leaves place for continuous 
improvement and software development process 
becomes flexible and smooth.

Real-world Success Stories 

1. PepsiCo 

During Indra Nooyi’s term as PepsiCo’s CEO, the 
company’s sales grew 80%. It is believed that design 
thinking was at the core of her successful run. In 
her efforts to relook at the company’s innovation 

process and design experience, she asked her direct 
reportees to fill an album full of photos of what they 
considered represents good design. Uninspired by 
the result, she probed further to realize that it was 
imperative to hire a designer. 

“It’s much more than packaging… We had to rethink 
the entire experience, from conception to what’s on 
the self to the post product experience.”, she told the 
Harvard Business Review.

While other companies were adding new flavours 
or buttons to their fountain machines, PepsiCo 
developed a touch screen fountain machine, a whole 
new interaction between humans and machines. 

“Now, our teams are pushing design through the entire 
system, from product creation, to packaging and 
labelling, to how a product looks on the shelf, to how 
consumers interact with it,” she said.

2. Airbnb

Back in 2009, Airbnb’s revenue was limping. They 
realized that poor quality images of rental listings may 
have something to do with it. They flew some of their 
employees to a city and got them to take high quality 
photos and upload it on their website. This resulted in 
a 100% increase in their revenue. 

Instead of focusing on scalability, the team turned 
inward and asked, ‘what does the customer need?’ 
This experiment taught them a few big lessons, 
empathy being just as important as code was one of 
them.

3.  Mint.com

Mint.com is a web-based personal financial 
management website. Part of their success is 
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attributed to the human-centric design of the website 
which tracks and visualizes how a person is spending 
their money. Bank accounts, investments, and credit 
cards can easily be synchronized on Mint, which then 
categorizes the expenses to help the user visualize 
their spending. They built a product that illustrates a 
core principle of design thinking: truly understanding 
the position and mindset of the user. They had 1.5 
million customers within 2 years. 

Design thinking is a human-centred approach to 
innovation that draws from the designer’s toolkit 
to integrate the needs of people, the possibilities 
of technology, and the requirements for business 
success.

References:

https://www.researchgate.net/publication/226141981_
Design_Thinking_A_Fruitful_Concept_for_IT_
Development
https://blog.brainstation.io/how-5-ceos-used-design-
thinking-to-transform-their-companies/
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LAMBDA (   ), KAPPA (   ) 
AND ZETA (  ) – THE TALE 
OF 3 AIOPS MUSKETEERS 
(PART-3)

Bargunan Somasundaram

λ κ
ζ

“Data that sit unused are no different from data that 
were never collected in the first place.” – Doug Fisher

In the part 1 (https://bit.ly/3hDChCH), we delved 
into Lambda Architecture and in part 2 (https://
bit.ly/3hDCg1B) about Generic Lambda. Given the 
limitations of the Generic lambda architecture and 
its inherent complexity, the data is replicated in two 
layers and keeping them in-sync is quite challenging 
in an already complex distributed system. There is 
a growing interest to find the simpler alternative to 
the Generic Lambda, that would bring just about the 
same benefits and handle the full problem set. The 
solution is Unified Lambda (λ) Architecture.

Unified Lambda (λ) Architecture

The unified approach addresses the velocity and 
volume problems of Big Data as it uses a hybrid 
computation model. This model combines both batch 
data and instantaneous data transparently.

There are basically three approaches:

• Pure Streaming Framework
• Pure Batch Framework
• Lambdoop Framework

1. Pure streaming framework

In this approach, a pure streaming model is adopted 
and a flexible framework like Apache Samza can be 
employed to provide unified data processing model 
for both stream and batch processing using the same 
data flow structure. 
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To avoid the large turn-around times involved in 
Hadoop’s batch processing, LinkedIn came up with 
a distributed stream processing framework Apache 
Samza. It is built on top of distributed messaging 
bus; Apache Kafka, so that it can be a lightweight 
framework for streaming platform. i.e. for continuous 
data processing. Samza has built-in integration 
with Apache Kafka, which is comparable to HDFS 
and MapReduce. In the Hadoop world, HDFS is 
the storage layer and MapReduce, the processing 
layer. In the similar way, Apache Kafka ingests and 
stores the data in topics, which is then streamed and 
processed by Samza. Samza normally computes 
results continuously as and when the data arrives, 
thus delivering sub-second response times.  

Albeit it’s a distributed stream processing framework, 
its architecture is pluggable i.e. can be integrated 
with umpteen sources like HDFS, Azure EventHubs, 
Kinensis etc. apart from Kafka. It follows the principle 
of WRITE ONCE, RUN ANYWHERE; meaning, the 
same code can run in both stream and batch mode. 
Apache Samza’s streams are re-playable, ordered 
partitions. 

Unified API for Batch & Streaming in pure Streaming
 
Apache Samza offers a unified data processing model 
for both real-time as well as batch processing.  Based 
on the input data size, bounded or unbounded the 
data processing model can be identified, whether 
batch or stream. Typically bounded (e.g. static files 
on HDFS) are Batch data sources and streams are 
unbounded (e.g. a topic in Kafka). Under the bonnet, 
Apache Samza’s stream-processing engine handles 
both types with high efficiency.
Another advantage of this unified API for Batch 
and Streaming in Apache Samza, is that makes 

it convenient for the developers to focus on the 
processing logic, without treating bounded and 
unbounded sources differently. Samza differentiates 
the bounded and unbounded data by a special 
token end-of-stream.  Also, only config change is 
needed, and no code changes are required, in case 
of switching gears between batch and streaming, 
e.g. Kafka to HDFS. Let us take an example of 
Count PageViewEvent   for each mobile Device 
OS in a 5-minute window and send the counts to 
PageViewEventPerDeviceOS
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2. Pure Batch framework

This is the reverse approach of pure streaming where 
a flexible Batch framework is employed, which would 
offer both the batch processing and real-time data 
processing ability. The streaming is achieved by using 
mini batches which is small enough to be close to 
real-time, with Apache Spark/Spark Streaming or 

Storm’s Trident. Under the hood, Spark streaming is a 
sequence of micro-batch processes with the sub-
second latency. Trident is a high-level abstraction for 
doing streaming computation on top of Storm. The 
core data model of Trident is the “Stream”, processed 
as a series of batches.

Apache Spark achieves the dual goal of Batch as well 
as real-time processing by the following modes.

• Micro-batch processing model
• Continuous Processing model

Micro-batch processing model

Micro-batch processing is analogous to the traditional 
batch processing in that data are usually processed 
as a group. The primary difference is that the batches 
are smaller and processed more often. In spark 

streaming, the micro-batches are created based on 
the time rather than on the accumulated data size. 
The smaller the time to trigger a micro-batch to 
process, lesser the latency.
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Continuous Processing model

Apache Spark 2.3, introduced Low-latency Continuous 
Processing Mode in Structured Streaming which 
enables low (~1 ms) end-to-end latency with at-least-
once fault-tolerance guarantees. Comparing this with 
the default micro-batch processing engine which 
can achieve exactly-once guarantees but achieve 

latencies of ~100 ms at best. Without modifying the 
application logic i.e. DataFrame/Dataset operations 
mini-batching or continuous streaming can be chosen 
at runtime. Spark Streaming also has the ability to 
work well with several data sources like HDFS, Flume 
or Kafka.

// ProcessingTime trigger with two-seconds micro-batch interval
df.writeStream
.format(“console”)
 .trigger(Trigger.ProcessingTime(“2 seconds”))
 .start()

// Continuous trigger with one-second checkpointing interval
df.writeStream
.format(“console”)
.trigger(Trigger.Continuous(“1 second”))
.start()

3. Lambdoop Approach

In many places, capability of both batch and real time 
processing is needed. It is cumbersome to develop a 
software architecture of such capabilities by tailoring 
suitable technologies, software layers, data sources, 
data storage solutions, smart algorithms and so on 
to achieve the good scalable solution. This is where 
the frameworks like Spring “XD”, Summingbird or 
Lambdoop comes in, since they already have a 
combined API for batch and real-time processing.

Lambdoop

Lambdoop is a software framework based on the 
Lambda architecture which provides an abstraction 
layer to the developers. This feature makes the 
developers life easy to develop any Big Data 
applications by combining real time and batch 
processing approaches. Developers don’t have to 
deal with different technologies, configurations, data 
formats etc. They can use the Lambdoop framework 
as the only needed API. Also, Lambdoop includes 
other interesting tools such as input/output drivers, 
visualization tools, cluster management tools and 
widely accepted AI algorithms. 

Example of Micro-batching and Continuous Batching 
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The Speed layer in Lambdoop runs on Storm and the 
Batch layer on Hadoop, Lambdoop (Lambda-Hadoop, 
with HBase, Storm and Redis) also combines batch/
real-time by offering a single API for both processing 
models.

Summingbird

Summingbird aka ‘Streaming MapReduce’ is a 
hybrid computational system where both the batch/
streaming computations can be run at the same 
time and the results can be merged automatically. 
In Summingbird, the developer can write the code/
job logic once and change the backend as and 
when needed. Following are the modes in which 
Summingbird Job/code can be executed.

• batch mode (using Scalding on Hadoop)
• real-time mode (using Storm)
• hybrid batch/real-time mode (offers attractive 

fault-tolerance properties)

If the model assumes streaming, one-at-a-time 
semantics, then the code can be run in real-time e.g. 
Strom or in offline/batch mode e.g. Hadoop, spark 
etc. It can operate in a hybrid processing mode, when 
there is a need to transparently integrate batch and 
online results to efficiently generate up-to-date views 
over long time spans.

Conclusion

The volume of any Big Data platform is handled 
by building a batch processing application which 
requires, MapReduce, spark development, Use of 
other Hadoop related tools like Sqoop, Zookeeper, 
HCatalog etc. and storage systems like HBase, 
MongoDB, HDFS, Cassandra. At the same time the 
velocity of any Big Data platform is handled by 
building a real-time streaming application which 
requires, stream computing development using 
Storm, Samza, Kafka-connect, Apache Flink andS4, 
and use of temporal datastores like in-memory data 
stores, Apache Kafka messaging system etc.  

The Unified Lambda handles the both Volume and 
Velocity if any Big Data platform by the intermixed 
approach of featuring a hybrid computation model, 
where both batch and real-time data processing 
are combined transparently. Also, the limitations 
of Generic Lambda like Dual execution mode, 

Replicating and maintaining the data sync between 
different layers are avoided and in the Unified 
Lambda, there would be only one system to learn and 
maintain.

About the Author:

Bargunan is a Big Data Engineer and a 
programming enthusiast. His passion is to share his 
knowledge by writing his experiences about them. 
He believes ìGaining knowledge is the first step to 
wisdom and sharing it is the first step to humanity.
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GENERATIVE 
ADVERSARIAL 
NETWORKS 
(GAN)

Naresh B

In my previous article (zif.ai/inverse-reinforcement-
learning/), I had introduced Inverse Reinforcement 
Learning and explained how it differs from 
Reinforcement Learning. In this article, I let’s explore 
Generative Adversarial Networks or GAN; both GAN 
and reinforcement learning help us understand how 
deep learning is trying to imitate human thinking. 

With access to greater hardware power, Neural 
Networks have made great progress. We use them to 
recognize images and voice at levels comparable to 
humans sometimes with even better accuracy. Even 
with all of that we are very far from automating human 
tasks with machines because a tremendous amount 
of information is out there and to a large extent easily 
accessible in the digital world of bits. The tricky part 
is to develop models and algorithms that can analyze 
and understand this humongous amount of data.

GAN in a way comes close to achieving the above 
goal with what we call automation, we will see the use 
cases of GAN later in this article.

This technique is very new to the Machine Learning 
(ML) world. GAN is a deep learning, unsupervised 

machine learning technique proposed by Ian 
Goodfellow and few other researchers including 
Yoshua Bengio in 2014. One of the most prominent 
researcher in the deep learning area, Yann LeCun 
described it as “the most interesting idea in the last 
10 years in Machine Learning”. 

What is Generative Adversarial Network (GAN)?

A GAN is a machine learning model in which two 
neural networks compete to become more accurate 
in their predictions. GANs typically run unsupervised 
and use a cooperative zero-sum game framework to 
learn.

The logic of GANs lie in the rivalry between the two 
Neural Nets. It mimics the idea of rivalry between a 
picture forger and an art detective who repeatedly try 
to outwit one another. Both networks are trained on 
the same data set. 

A generative adversarial network (GAN) has two parts:

• The generator (the artist) learns to generate 
plausible data. The generated instances become 

http://zif.ai/inverse-reinforcement-learning/
http://zif.ai/inverse-reinforcement-learning/
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negative training examples for the discriminator.
• The discriminator (the critic) learns to distinguish 

the generator’s fake data from real data. The 
discriminator penalizes the generator for 
producing implausible results.

During training, the generator tries to become 
better at generating real looking images, while the 
discriminator trains to be better classify those images 

GAN can be compared with Reinforcement Learning, 
where the generator is receiving a reward signal 
from the discriminator letting it know whether the 
generated data is accurate or not.

as fake. The process reaches equilibrium at a point 
when the discriminator can no longer distinguish real 
images from fakes.
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Here are the steps a GAN takes:

• The input to the generator is random numbers 
which returns an image.

• The output image of the generator is fed as input 
to the discriminator along with a stream of images 
taken from the actual dataset.

• Both real and fake images are given to the 
discriminator which returns probabilities, a 
number between 0 and 1, 1 meaning a prediction 
of authenticity and 0 meaning fake.

So, you have a double feedback loop in the 
architecture of GAN:

• We have a feedback loop with the discriminator 
having ground truth of the images from actual 
training dataset

• The generator is, in turn, in a feedback loop along 
with the discriminator.

Most GANs today are at least loosely based on the 
DCGAN architecture (Radford et al., 2015). DCGAN 
stands for “deep, convolution GAN.” Though GANs 
were both deep and convolutional prior to DCGANs, 
the name DCGAN is useful to refer to this specific 
style of architecture.

Applications of GAN

Now that we know what GAN is and how it works, it is 
time to dive into the interesting applications of GANs 
that are commonly used in the industry right now.

Can you guess what’s common among all the faces in 
this image?

None of these people are real! These faces were 
generated by GANs, exciting and at the same 
time scary, right? We will focus about the ethical 
application of the GAN in the article.

GANs for Image Editing

Using GANs, appearances can be drastically changed 
by reconstructing the images.

GANs for Security

GANs has been able to address the concern of 
‘adversarial attacks’.

These adversarial attacks use a variety of techniques 
to fool deep learning architectures. Existing deep 
learning models are made more robust to these 
techniques by GANs by creating more such fake 
examples and training the model to identify them.

Generating Data with GANs

The availability of data in certain domains is a 
necessity, especially in domains where training data is 
needed to model learning algorithms. The healthcare 
industry comes to mind here. GANs shine again as 
they can be used to generate synthetic data for 
supervision.

GANs for 3D Object Generation

GANs are quite popular in the gaming industry. Game 
designers work countless hours recreating 3D avatars 
and backgrounds to give them a realistic feel. And, 
it certainly takes a lot of effort to create 3D models 
by imagination. With the incredible power of GANs, 
wherein they can be used to automate the entire 
process!

GANs are one of the few successful techniques in 
unsupervised machine learning and it is evolving 
quickly and improving our ability to perform 
generative tasks. Since most of the successful 
applications of GANs have been in the domain of 
computer vision, generative model sure has a lot of 
potential, but is not without some drawbacks.

Sources:

https://bit.ly/2VvUVDf
https://bit.ly/31v0NAw
https://bit.ly/38crgEa
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RASA – AN OPEN 
SOURCE CHATBOT 
SOLUTION

Maruvada Deepti

Ever wondered if the agent you are chatting with 
online is a human or a robot? The answer would be 
the latter for an increasing number of industries. 
Conversational agents or chatbots are being 
employed by organizations as their first-line of 
support to reduce their response times.

The first generation of bots were not too smart, they 
could understand only a limited set of queries based 
on keywords. However, commoditization of NLP and 
machine learning by Wit.ai, API.ai, Luis.ai, Amazon 
Alexa, IBM Watson, and others, has resulted in 
intelligent bots.

What are the different chatbot platforms?

There are many platforms out there which are easy 
to use, like DialogFlow, Bot Framework, IBM Watson 
etc. But most of them are closed systems, not open 
source. These cannot be hosted on our servers and 
are mostly on-premise. These are mostly generalized 
and not very specific for a reason.

DialogFlow vs.  RASA

DialogFlow

• Formerly known as API.ai before being acquired 
by Google.

• It is a mostly complete tool for the creation of a 
chatbot. Mostly complete here means that it does 
almost everything you need for most chatbots.

• Specifically, it can handle classification of intents 
and entities. It uses what it known as context 
to handle dialogue. It allows web hooks for 
fulfillment.

• One thing it does not have, that is often 
desirable for chatbots, is some form of end-user 
management.

• It has a robust API, which allows us to define 
entities/intents/etc. either via the API or with their 
web based interface.

• Data is hosted in the cloud and any interaction 
with API.ai require cloud related communications.

• It cannot be operated on premise.

Rasa NLU + Core

• To compete with the best Frameworks like 
Google DialogFlow and Microsoft Luis, RASA 
came up with two built features NLU and CORE.

• RASA NLU handles the intent and entity. 
Whereas, the RASA CORE takes care of the 
dialogue flow and guesses the “probable” next 
state of the conversation.

• Unlike DialogFlow, RASA does not provide a 
complete user interface, the users are free to 
customize and develop Python scripts on top of 
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it. 
• In contrast to DialogFlow, RASA does not provide 

hosting facilities. The user can host in their own 
sever, which also gives the user the ownership of 
the data. 

What makes RASA different?

Rasa is an open source machine learning tool for 
developers and product teams to expand the abilities 
of bots beyond answering simple questions. It also 
gives control to the NLU, through which we can 
customize accordingly to a specific use case.

Rasa takes inspiration from different sources for 
building a conversational AI. It uses machine 
learning libraries and deep learning frameworks like 
TensorFlow, Keras.

Also, Rasa Stack is a platform that has seen some fast 
growth within 2 years.

RASA terminologies

• Intent: Consider it as the intention or purpose 
of the user input. If a user says, “Which day is 
today?”, the intent would be finding the day of the 
week.

• Entity: It is useful information from the user input 
that can be extracted like place or time. From the 
previous example, by intent, we understand the 
aim is to find the day of the week, but of which 
date? If we extract “Today” as an entity, we can 
perform the action on today.

• Actions: As the name suggests, it’s an operation 
which can be performed by the bot. It could 
be replying something (Text, Image, Video, 
Suggestion, etc.) in return, querying a database or 
any other possibility by code.

• Stories: These are sample interactions between 
the user and bot, defined in terms of intents 
captured and actions performed. So, the 
developer can mention what to do if you get a 
user input of some intent with/without some 
entities. Like saying if user intent is to find the day 
of the week and entity is today, find the day of the 
week of today and reply.

RASA Stack

Rasa has two major components:

• RASA NLU: a library for natural language 
understanding that provides the function of 
intent classification and entity extraction. This 
helps the chatbot to understand what the user is 
saying. Refer to the below diagram of how NLU 
processes user input.

• RASA CORE: it uses machine learning techniques 
to generalize the dialogue flow of the system. 

It also predicts next best action based on the 
input from NLU, the conversation history, and the 
training data.

RASA architecture

This diagram shows the basic steps of how an 
assistant built with Rasa responds to a message:

The steps are as follows:

• The message is received and passed to an 
Interpreter, which converts it into a dictionary 
including the original text, the intent, and any 
entities that were found. This part is handled by 
NLU.

• The Tracker is the object which keeps track of 
conversation state. It receives the info that a new 
message has come in.

• The policy receives the current state of the 
tracker.

• The policy chooses which action to take next.
• The chosen action is logged by the tracker.
• A response is sent to the user.

Areas of application

RASA is all one-stop solution in various industries like:

• Customer Service: broadly used for technical 
support, accounts and billings, conversational 
search, travel concierge.

• Financial Service: used in many banks for 
account management, bills, financial advices and 
fraud protection.

• Healthcare: mainly used for fitness and 
wellbeing, health insurances and others
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What’s next?

As any machine learning developer will tell you, 
improving an AI assistant is an ongoing task, but the 
RASA team has set their sights on one big roadmap 
item: updating to use the ResponseSelector NLU 
component, introduced with Rasa 1.3. “The response 
selector is a completely different model that uses the 
actual text of an incoming user message to directly 
predict a response for it.”

References:

https://rasa.com/product/features/
https://rasa.com/docs/rasa/user-guide/rasa-
tutorial/
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ROLE OF AI IN 
CYBERSECURITY

Ashwin Balaji Dhandapani Nagalakshmi VJ Anjana K

The increasingly digital world of ours is generating 
more data than ever. The data is generally stored 
in the cloud which can be accessed by certain 
devices. This makes the data vulnerable to hacking or 
cyber-attacks. Any malicious attempt to breach the 
information system of an individual or an organization 
would be termed a cyber-attack. Some of the 
common types of attacks include Malware, Phishing, 
Man-in-the-middle, Rogue Software, etc. Thus, 
Cybersecurity is important as it helps the users to 
secure data against malwares and attacks by hackers.

AI-driven Cyber-attacks

Experts believe that there is enough technological 
resources and business motive to carry out a 
successful AI-driven cyber-attack. Black hats are 
turning to AI, using it to weaponize malware and 
attack the advancements in cybersecurity solutions. 
For example, AI is being used to conceal malicious 
code in applications. The concealed code is then 
executed after a time or when the application reaches 
a stage so that the magnitude of the impact from 
the attack is maximized. Masking such codes and 
information requires applying AI models.

Experts believe that hackers can also use an 
application feature such as voice or visual recognition, 
biometrics and other identity management feature 
as an AI trigger for carrying out a cyber-attack. Since 
most applications have this feature, hackers use this 
to feed modified AI models, derive a key and attack. 

These malicious AI models will be present for years 
without detection as hackers wait to strike when 
applications are vulnerable. 

In addition to this, AI gathers information and adapt 
accordingly. Hackers leverage these capabilities to 
develop adaptable and intelligent malwares. AI is 
used to collect information on its previous failures, 
thus enabling the malware to tweak itself as it 
propagates.

Hackers have developed a new malware that stays 
undetected in a target’s machine using AI and records 
the information on the target machine especially 
mails from the same organization as the target is in. It 
uses this information to create a sophisticated email 
phishing attack which cannot be detected by SIEM 
tools. This type of malware continuously collects 
information and learns from it, making it hazardous.
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Hackers use AI to create malware to mimic trusted 
system components which improves stealth attacks 
(by learning the computation environment, patch 
update lifecycle, communication protocols, and when 
the systems are vulnerable). 

Prevention of Cyber-attacks

ML and AI applied to threat detection is the first step 
in identifying and preventing AI-driven cyber-attacks. 
TTP, threat actor payloads and attacks are ever-
changing. A solid intelligence approach to process 
big data, Indicators of compromise (IOCs) and their 
context, coupled with enrichment, reputational data, 
detonation data and additional context is a huge 
undertaking. ML and AI can be used for efficient 
processing of these data.

One possible use case involves the development 
of a ML/AI solution to detect a spam wave 
campaign. Common TTPs for this involve abusing 
the email vector, multi-wave minor and/or unique 
cryptographic checksum hash value malware variants 
and some common infrastructure if remote command 
and control infrastructure is used. ML and AI can be 
used to process huge data across multiple client 
environments and tickets in real-time, correspond 
the data, provide granular attribution, coupled with 
orchestration and automation actions like auto-

escalate, auto-notify, and auto-defend actions. For 
example, if an endpoint is infected the AI system must 
automatically take it offline.

In February 2019, Microsoft successfully implemented 
ML (built into Windows Defense AV) to detect and 
mitigate the Emotet malware. Emotet is a mature 
threat that is well known for its polymorphic 
capabilities, making it impossible to detect the next 
variant in the campaign using the signature-based 
strategies. Detection of Emotet using AI was achieved 
through modelling in a decision tree, related to 
probabilities, weighted components and calculations 

performed by a tool. It also included a real-time 
cloud ML across the Windows Defender complex ML 
models. This enabled deep learning and real-time 
protection within an AI solution set to successfully 
detect and block Emotet. There is great promise for AI 
when applied to advanced context and modelling as 
shown in this early real-world example.

AI as a solution

Security experts have conducted research to harness 
the capabilities of AI and incorporate it into security 
solutions. AI-enabled security tools and products 
have proved to detect and respond to cybersecurity 
incidents with minimal to zero input from humans and 
thus proving to be beneficial. Twenty-five percent of 
IT decision-makers attribute security as the primary 
reason why they adopt AI and ML in organizational 
cybersecurity. AI not only improves security posture, 

but it also automates detection and response 
processes. This reduces the finances and time 
spent in human-driven intervention and detection 
processes.
“AI technology makes entry-level jobs more 
interesting. AI can also help improve retention rates by 
making entry-level cybersecurity jobs “less dull,” says 
Kayne McGladrey, CISO and CIO of Pensar.

AI and ML can be used to review data and extract 
threads. Thus, entry-level professionals can focus on 
analyzing threats.

AI can be useful in research and analysis of large 
datasets because AI can sift through and address 
issues much faster and more efficiently than a person 
can. 

Meanwhile, relieving individuals of such tasks allows 
them to do the work that humans are better suited 
for. Experts believe that AI is just another tool in a 
cybersecurity professional’s belt that enables them to 
concentrate on more critical and strategic work to be 
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done in cybersecurity by relieving them of the more 
repetitive tasks.

AI must be adopted and implemented in a calculated 
fashion with initial emphasis on manual execution and 
consistent outcomes. After this, organizations can 
implement orchestration components and automation 
towards long-term goals with AI. Implementation with 
poor-quality is a greater threat than a AI-empowered 
malware today. As AI and ML increase their presence 
in the cybersecurity landscape, the organization’s 
defence will prevent them from becoming victims. 
This is especially true for organizations that embrace 
the need to transform, leveraging AI to help wade 
through big data, contextualized modeling and 
decisions that need to be made to operationalize 
security.

Sources:
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https://symantec-enterprise-blogs.security.com/blogs/
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intelligence-cyber-security/; 
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UNPRECEDENTED 
CRISIS AND ITS 
OPPORTUNITIES

Bindu Vijayan

We will never forget these times, most of us, the 
regular, morning-news addicts, switch on our TVs, 
hoping to see declining numbers in the coronavirus 
infected list.  Country to country, we go feverishly 
through the good news that we are finally seeing, 
with the curve flattening. There is a lot of fear and 
trepidation as to how we will pick up and reintroduce 
our ways of living and working. Even as we are 
experiencing just how effective it is to be working from 
home, it is but natural that companies will resume 
regular ways of working – back to the office (do we 
really need to continue paying the real-estate gods 
as much?), resume travel (do we need to, when virtual 
meetings were working so perfect?) as soon as the 
travel embargoes are lifted, it would soon be back 
to business, all of us more determined than ever, the 
whole world is raring to go.

Clear communication, as often as it takes, would be 
the backbone of the new disruptive work practices 
as these practices will leave employees with some 
degree of confusion/unrest, particularly in the 
threat of the current recession. Our lives have been 
disrupted in every way under the COVID 19 threat, 
and it is very important that employee morale is high.  
It is important for Managers to address employee 
concerns with sensitivity, everyone is going to have 
questions on the future of the company, the business, 
and if their roles are going to be seeing changes. 

Employees must be told about the changes that are 
going to be affected, the precautions that are being 
taken, and also taught/ guided how to function best 
under these circumstances. If someone has recovered 
from COVID 19, support him/her without stigma and 
discrimination. Maintaining employee morale through 
various activities during these times will bring the 
much-required boost – plan on virtual awards and 
recognitions, do as much online as possibly can. And 
let the communication and interaction be two way 
– find out the office sentiment, how employees are 
feeling and make adjustments and improvements 
accordingly, and communicate constantly.

Going back to our offices after this crisis requires 
renewed vigilance, given the nature of the 
coronavirus. Resuming work at the office premises 
would mean having the whole bunch of employees 
back, which in itself is a very tricky situation – from 
social distancing back to human density – it is 
very important that workplaces are maintained in 
high levels of hygiene. COVID 19 established the 
fact that there is definite risk in crowds, and for 
companies to plan to have employees back at their 
premises imply a deeper than ever responsibility 
to workplace hygiene and health. Managing the 
numbers at our workplace is going to be critical if 
we are to keep safe from the threat of another attack 
by COVID 19. Hygiene and cleaning processes need 
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to be increased to its maximum capacity across 
the workplaces and common areas. Surfaces (e.g. 
desks and tables) and objects need to be wiped 
with disinfectant regularly. Alcohol based hand rub 
dispensers should be maintained at prominent places 
across the facility. Keep promoting hand-washing 
through posters and monitors across the facility so 
that it is a constant reminder for employees to take 
precautions.

Having to be careful with numbers would require 
companies to redesign workplaces to have 
employees coming back. Even though it might not be 
entirely viable, it can be a mix of having employees 
continue work from home in rotation, perhaps every 
week, or whatever works best for the functions, while 
others work out of the office in redesigned (read 
larger, increased physical distances) workspaces.  
Allocating more space to employees can be 
achieved only through rotation shifts to support social 
distancing for the rest of the required period as per 
WHO / local health authority guidelines.  Plan work 
schedule charts for the various functions to work out 
of their offices, and maintaining strict schedules will 
not only decrease the risk of infection but also help 
employees to plan better, as well as ease anxieties 
and confusion.

To make the best out of the situation, let’s take the 
opportunity to accept this as a huge learning time – 
rethink on travel, travel only if it is necessary and save 
money, it can be diverted into more important areas. 
Promote collaboration across geos, virtual meetings 
have been a big success during this time, and let’s 
continue to collaborate not just for work and meetings 
but also to have online employee events across geos. 
If anything, using more online meetings due to the 
situation has only brought about an increased sense 
of camaraderie.  We have seen our colleagues in New 
York city working at the BronxCare, helping patients 
in ICU, working alongside the medical staff, and it has 
been a proud moment for every GAVSian across the 
world to celebrate them, GAVS’ heroes.

And lastly, as we leave this traumatic time behind 
us, let’s be careful to ensure that we don’t have to go 
through the situation again.  Follow WHO guidelines 
to take control measures that focus on prevention 
and on active surveillance for early detection and 
treatment.  The opportunities that this pandemic 
has shown us are multitude – Newspapers report 
“our planet is detoxing as humans stay lockdown” – 
Lower carbon emissions are reported.  Rob Jackson, 
a professor of Earth system science at Stanford 
University says that carbon output could fall by more 
than 5% this year, the first dip since a 1.4% reduction 
after the 2008 financial crisis. The air is cleaner and it 
is quieter too. Decibel readings at a busy intersection 
in India were 90 pre-pandemic but it recently 
measured at just 68, reports Boston University. Water 
quality is reported to have improved across the globe 

– from Venice, famous for its canals, its waterways are 
benefiting from the lack of usual boat traffic brought 
on by thousands of visitors. The wildlife that usually 
shies away from humans is seen in abundance, be it 
the Ridley turtles in the beaches of Orissa, India, to the 
otters in Singapore, to the whales and deer in Japan, 
to the orcas in North America.  There is so much of the 
natural world that is suddenly thriving when we gave 
it a little space….

This has been a time of unprecedented learning 
opportunities even as our lives got turned upside 
down. But true as human spirits go, here is something 
remarkable I read on LinkedIn; it reflects hope, 
positivity, and genuine empathy – here is an excerpt 
from a post by Dr. Joerg Storm “Next year, I don’t want 
to hear about the Oscars, Grammys, Tonys or Golden 
Globes… I want to see nurses, doctors, ambulance 
crews, firefighters, healthcare support workers, 
delivery guys, shop workers, truck drivers, grocery 
store workers, and all other essential workers get 
free red carpet parties with awards and expensive 
goodie bags.”
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Mizuta Masahide

“My barn having 
burned down, I can 

now see the moon.”
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