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EDITOR’S
NOTE
We are, no doubt, experiencing a world-changing event. From asking “when are things going back to normal?”, 
we’ve graduated to asking “if things are ever going back to normal”. The old normal, that is. Touted by experts 
as possibly the most significant event after the World War 2, the COVID-19 pandemic is changing the world as 
we look on from our balconies.  
With the social distancing measures in place, we are witnessing a massive shift in people’s attitudes - from the 
way we work, to the way we consume, and everything in between. Most businesses and livelihoods have been 
impacted. This calls for newer ways of operating businesses. 
Many businesses have already readjusted their ways of working. The pandemic has pushed organizations 
to accelerate their digital transformation journeys, and recraft their digital strategies. But reimagining their 
overall strategies is the need of the hour. In a rapidly evolving and unpredictable context, businesses need 
to reevaluate their overall approach based on a diagnosis of their challenges. Finding advantage in adversity, 
visionary leaders will rethink assumptions, identify creative opportunities, and emerge as the true disrupters. 
We may encounter more such shocks in the future. To be aptly prepared, leaders should take this opportunity 
to instill a sense of vigilance and urgency in their organizations. The ability to envision the new normal and build 
resilience will be the testament to one’s leadership skills.
We bring you some wonderful articles in this edition. Hope you enjoy reading them. 

Balaji Uppili has written Customer Centricity during Unprecedented Times. He writes, “Resilience is going to 
be as important as cost and efficiency in a business.”

Anoop Aravindakshan has written Assess Your Organization’s Maturity in Adopting AIOps. He writes, “As IT 
operations teams move up each level, the essential goal to keep in mind is the long-term strategy that needs to be 
attained by adopting AIOps.”

Alwinking N Rajamani has written Automating IT ecosystems with ZIF Remediate. He writes, “Through our 
automation journey so far, we have understood that the best automation empowers humans, rather than replacing 
them.”

Gireesh Sreedhar KP has written Machine Learning: Building Clustering Algorithms. He writes, “Clustering is 
an Unsupervised ML algorithm that is built to learn patterns from input data without any training, besides being 
able of processing data with high dimensions.”

Naresh B has written Inverse Reinforcement Learning. He writes, “Inverse reinforcement learning is the field of 
learning an agent’s objectives, values, or rewards by observing its behavior.”

Kalpana Vijayakumar has written Cognitive Computing. She writes, “The purpose of cognitive computing is to 
build the computing framework that can solve complicated problems without frequent human intervention.”

Naveen KT has written IoT Adoption during the Pandemic. He writes, “The COVID-19 pandemic has further 
enhanced the need for IoT-enabled devices to help the nations tackle the crisis.”

Bargunan Somasundaram has written Lambda (   λ), Kappa (λ   ) and Zeta (λ   ) - the three AIOPS musketeers 
(Part-1). He writes, “A well-designed big data architecture must handle the 6 V’s of Big Data, save your company 
money, and help predict future trends.”

Soumika Das
Editor 
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CUSTOMER 
CENTRICITY 
DURING 
UNPRECEDENTED 
TIMES

Balaji Uppili

“Revolve your world around the customer and more 
customers will revolve around you.” 

– Heather Williams 

Customer centricity lies at the heart of GAVS. An 
organization’s image is largely the reflection of how 
well its customers are treated. And unprecedented 
times demand unprecedented measures to ensure 
that our customers are well-supported. We conversed 
with our Chief Customer Success Officer, Balaji Uppili, 
to understand the pillars/principles of maintaining 
and improving an organization’s customer-centricity 
amidst a global emergency.

Helping keep the lights on

Keeping the lights on - this forms the foundation of all 
organizations. It is of utmost importance to extend as 
much support as required by the customers to ensure 
their business as usual remains unaffected. Keeping 
a real-time pulse on the evolving requirements and 
expectations of our customers will go a long way. It is 
impossible to understate the significance of 
continuous communication and collaboration here. 
Our job doesn’t end at deploying collaboration tools, 
we must also measure its effectiveness and take 
necessary corrective actions. 

The lack of a clear vision into the future may lead 
business leaders into making not-so-sound decisions. 
Hence, bringing an element of ‘proactiveness’ into the 
equation will go a long way in assuring the customers 
of having invested in the right partner.
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Being Empathy-driven 

While empathy has always been a major tenet of 
customer centricity, it is even more important in these 
times. The crisis has affected everyone, some more 
than others, and in ways we couldn’t have imagined. 
Thus, we must drive all our conversations with 
empathy. The way we deal with our customers in a 
crisis is likely to leave lasting impressions in their 
minds.

Like in any relationship, we shouldn’t shy away from 
open and honest communication. It is also important 
to note that all rumours should be quelled by 
pushing legitimate information to our customers 
regularly. Transparency in operations and compassion 
in engagements will pave the path for more profound 
and trusted relationships.

Innovating for necessity and beyond

It is said that “Necessity is the mother of invention”. We 
probably haven’t faced a situation in the recent past 
that necessitated invention as much as it does now!
As we strive to achieve normalcy, we should take up 
this opportunity to innovate solutions. Solutions that 
are not just going to help our customers adjust to the 
new reality, but arm them with a more efficient way 
of achieving their desired outcomes. Could the new 
way of working be the future standard? Is the old way 
worth going back to? This is the apt time to answers 
these questions and reimagine our strategies.

Our deep understanding of our customers holds the 
key to helping them in meaningful ways. This should 
be an impetus for us to devise ways of delivering 
more value to our customers. 

General Principles

With rapidly evolving situations and uncertainty, it 
is easy to fall prey to misinformation and rumours. 
Hence, it is crucial to keep a channel of 
communication open between you and your 
customers and share accurate information. We should 
be listening to our customers and be extra perceptive 
to their needs, whether they are articulated or not. 
Staying ahead and staying positive should be our 
mantras to swear by. The new barometer of customer 
experience will be how their partners/vendors meet 
their new needs with care and concern. 

Over-communicating is not something we should shy 
away from. We should be constantly communicating 
with our customers to reassure them of our resolve to 
stand by them. Again, it is an absolute must to adjust 
our tone and not plug in any ‘sales-ly’ messages.

It is easy to lose focus on the long-term goals and just 
concentrate on near-term survival. This may not be 

the best strategy if we’re looking to stay afloat after all 
this is over. All decisions must be data-driven or 
outcome-driven. Reimagining and designing 
newer ways of delivering value and ensuring 
customer success will be the true test of enterprises 
in the near future. 

We’re looking at uncertain times ahead. It is 
imperative to build resilience to such disruptions. One 
way would be customer centricity – we should be 
relentless in our pursuit of understanding, connecting 
with, and delighting our customers. Resilience is going 
to be as important as cost and efficiency in a business. 

About the Author:

Balaji has over 25 years of experience in the IT 
industry, across multiple verticals. His enthusiasm, 
energy and client focus is a rare gift, and he plays 
a key role in bringing new clients into GAVS.  Balaji 
heads the Delivery department and passionately 
works on Customer delight.  

He says work is worship for him, and enjoys 
watching cricket, listening to classical music and 
visiting temples.
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ASSESS YOUR 
ORGANIZATION’S 
MATURITY IN 
ADOPTING AIOPS

Anoop Aravindakshan

Artificial Intelligence for IT operations (AIOps) is 
adopted by organizations to deliver tangible Business 
Outcomes. These business outcomes have a direct 
impact on companies’ revenue and customer 
satisfaction. 

A survey from AIOps Exchange 2019, reports that 84% 
of business owners who attended the survey, 
confirmed that they are actively evaluating AIOps to 
be adopted in their organizations.
So, is AIOps just automation? Absolutely NOT!

Artificial Intelligence for IT operations implies 
implementation of true Autonomous Artificial 
Intelligence in ITOps, which needs to be adopted as 
an organization-wide strategy. Organizations will have 
to assess their existing landscape, processes, and 
decide where to start. That is the only way to achieve 
true implementation of AIOps.

Every organization trying to evaluate AIOps as a 
strategy should read through this article to 
understand their current maturity, and then move 
forward to reach the pinnacle of Artificial Intelligence 
in IT Operations.

The primary success factor in adopting AIOps is 
derived from the Business Outcomes the organization 
is trying to achieve by implementing AIOps – that is 
the only way to calculate ROI.

There are 4 levels of Maturity in AIOps adoption. 
Based on our experience in developing an AIOps 
platform and implementing the platform across 
multiple industries, we have arrived at these 4 levels. 
Assessing an organization against each of these 
levels, helps in achieving the goal of TRUE Artificial 
Intelligence in IT Operations.
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Level 1: Knee-jerk

Events, logs are generated in silos and collected from 
various applications and devices in the infrastructure. 
These are used to generate alerts that are 
commissioned to command centres to escalate as 
per the SOPs (standard operating procedures) 
defined. The engineering teams work in silos, not 
aware of the business impact that these alerts could 
potentially create. Here, operations are very reactive 
which could cost the organization millions of dollars.

Level 2: Unified 

All events, logs, and alerts are integrated into one 
central locale. ITSM processes are unified. This helps 
in breaking silos and engineering teams are better 
prepared to tackle business impacts. SOPs have been 
adjusted, since the process is unified, but this is still 
reactive incident management.

Level 3: Intelligent

Machine Learning algorithms (either supervised or 
unsupervised) have been implemented on the unified 
data to derive insights. There are baseline metrics 
that are calibrated and will be used as reference 
for future events. With more data, the metrics get 
richer. IT operations team can correlate incidents / 
events with business impacts by leveraging AI & ML. If 
Mean-Time-To-Resolve (MTTR) an incident has been 
reduced by automated identification of the root cause, 
then the organization has attained level 3 maturity in 
AIOps. 

Level 4: Predictive & Autonomous

The pinnacle of AIOps is level 4. If incidents and 
performance degradation of applications can be 
predicted by leveraging Artificial Intelligence, it 
implies improved application availability. Autonomous 
remediation bots can be triggered spontaneously 
based on the predictive insights, to fix incidents that 
are prone to happen in the enterprise. Level 4 is a 
paradigm shift in IT operations – moving operations 
entirely from being reactive, to becoming proactive.

Conclusion

As IT operations teams move up each level, the 
essential goal to keep in mind is the long-term 
strategy that needs to be attained by adopting AIOps. 
Artificial Intelligence has matured over the past few 
decades, and it is up to AIOps platforms to embrace it 
effectively. While choosing an AIOps platform, 
measure the maturity of the platform’s artificial 
intelligent coefficient.

About the Author:

An evangelist of Zero Incident FrameworkTM, Anoop 
has been a part of the product engineering team 
for long and has recently forayed into product 
marketing. 

He has over 14 years of experience in Information 
Technology across various verticals, which include 
Banking, Healthcare, Aerospace, Manufacturing, 
CRM, Gaming and Mobile.
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AUTOMATING 
IT ECOSYSTEMS 
WITH ZIF 
REMEDIATE

Alwinking N Rajamani

Zero Incident FrameworkTM (ZIF) is an AIOps based 
TechOps platform that enables proactive detection 
and remediation of incidents helping organizations 
drive towards a Zero Incident EnterpriseTM. ZIF 
comprises of 5 modules, as outlined below.

This article’s focus is on the Remediate function of ZIF. 
Most ITSM teams envision a future of ticketless ITSM, 
driven by AI and Automation.

Remediate being a key module of ZIF, has more than 
500+ connectors to various ITSM tools, Monitoring, 
Security and Incident management tools, storage/
backup tools and others. Few of the connectors are 
referenced below that enables quick automation 
building.

Key Features of Remediate

• Truly Agent-less software.
• 300+ readily available templates – intuitive 

workflow/activity based tool for process 
automation from a rich repository of pre-coded 
activities/templates.

• No coding or programming required to create/
deploy automated workflows. Easy drag & drop to 
sequence activities for workflow design.

• Workflow execution scheduling for pre-
determined time or triggering from events/
notifications via email or SMS alerts.

• Can be installed on premise or on cloud, on 
physical or virtual servers. 

• Self Service portal for end-users/admins/help-
desk to handle tasks & remediation automatically. 

• Fully automated service management life 
cycle from incident creation to resolution and 
automatic closure.

• Has integration packs for all leading ITSM tools. 
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Key features for futuristic Automation Solutions

Although the COVID pandemic has landed us in 
unprecedented times, we have been able to continue 
supporting our customers and enabled their IT 
operations with ZIF Remediate. 

• Self-learning capability to deliver Predictive/
Prescriptive actionable alerts.

• Access to multiple data sources and types – 
events, metrics, thresholds, logs, event triggers 
e.g. mail or SMS.

• Support for a wide range of automation:
 - Interactive Automation – Web, SMS and   

email
 - Non-interactive automations – Silent based on 

events/trigger points
• Supporting wide range of advanced heuristics.

Benefits of AIOPS driven Automation

• Faster MTTR
• Instant identification of threats and appropriate 

responses 
• Faster delivery of IT services
• Quality services leading to Employee and 

Customer satisfaction
• Fulfillment and Alignment of IT services to 

business performance

Interactive and Non-interactive automations

Through our automation journey so far, we have 
understood that the best automation empowers 
humans, rather than replacing them. By implementing 
ZIF Remediate, organizations can empower their 
people to focus their attention on critical thinking and 
value-added activities and let our platform handle the 
mundane tasks by bringing data-driven insights for 
decision making.

• Interactive Automation – Web portal, Chatbot and 
SMS based

• Non-interactive automations – Event or trigger 
driven automation
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Involved decision driven Automations

ZIF Remediate has its unique, interactive automation capabilities, where many automation tools do not allow 
interactive decision making. Need approvals built into an automated change management process that 
involves sensitive aspects of your environment? Need numerous decision points that demands an expert 
approval or oversight? We have the solution for you. Take an example of Phishing automation, here a domain 
or IP is blocked based on insights derived by mimicking an SOC engineer’s actions – parsing the observables 
i.e. URL, suspicious links or attachments in a phish mail and have those observables validated for threat against 
threat response tools, virus total and others. 

Some of the key benefits realized by our customers which includes one of the largest manufacturing 
organizations, a financial services company, a large PR firm, health care organizations and others. 

• Reduction of MTTR by 30% across various service requests.
• Reduction of 40% of incidents/tickets, thus enabling productivity improvements.
• Ticket triaging process automation resulting in reduction of time taken by 50%.
• Reclaiming TBs of storage space every week through snapshot monitoring and approval-driven model  

for a large virtualized environment.
• Eliminating manual threat analysis by Phishing Automation, leading to man hours being redirected towards 

more critical work.
• Reduction of potential P1 outages by 40% through self-healing automations. 

About the Author:

Alwin leads the Product Engineering for ZIF Remediate and zIrrus. He has over 20 years of IT experience 
spanning across Program & Portfolio Management for large customer accounts of various business 
verticals.  

In his free time, Alwin loves going for long drives, travelling to scenic locales, doing social work and 
reading & meditating the Bible. 
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MACHINE 
LEARNING: 
BUILDING 
CLUSTERING 
ALGORITHMS

Gireesh Sreedhar KP

Clustering is a widely-used Machine Learning(ML) 
technique. Clustering is an Unsupervised ML 
algorithm that is built to learn patterns from input data 
without any training, besides being able of processing 
data with high dimensions. This makes clustering the 
method of choice to solve a wide range and variety of 
ML problems.

Since clustering is widely used, for Data Scientists 
and ML Engineer’s it is critical to understand how to 
practically build clustering algorithms even though 
many of us have a high-level understanding of 
clustering. Let us understand the approach to build a 
clustering algorithm from scratch.

What is Clustering and how does it work?

Clustering is finding groups of objects (data) such that 
objects in the same group will be similar (related) to 
one another and different from (unrelated to) objects 
in other groups.

Clustering works on the concept of Similarity/
Dissimilarity between data points. The higher similarity 
between data points, the more likely these data 
points will belong to the same cluster and higher 
the dissimilarity between data points, the more likely 
these data points will be kept out of the same cluster.
Similarity is the numerical measure of how alike two 
data objects are. Similarity will be higher when objects 
are more alike. Dissimilarity is the numerical measure 
of how different two data objects. Dissimilarity is lower 
when objects are more alike.

We create a ‘Dissimilarity Matrix’ (also called Distance 
Matrix) as an input to a clustering algorithm, where 
the dissimilarity matrix gives algorithm the notion of 
dissimilarity between objects. We build a dissimilarity 
matrix for each attribute of data considered for 
clustering, and then combine the dissimilarity matrix 
for each data attribute to form an overall dissimilarity 
matrix. The dissimilarity matrix is an NxN square matrix 
where N is the number of data points considered for 
clustering and each element of the NxN square matrix 
gives dissimilarity between two objects.

Building Clustering Algorithm

Building a clustering algorithm involve the following:

• Selection of most suited clustering   
techniques and algorithms to solve the problem. 
This step needs close collaboration among SMEs, 
business users, data scientists and ML engineers. 
Based on inputs and data study, a possible list of 
algorithms (one or more) is selected for modeling 
and development along with tuning parameters 
are decided (to give algorithm more flexibility for 
tuning and learning from SME).

• The selection of data attributes for the 
formulation of the dissimilarity matrix and 
methodology for the formation of the dissimilarity 
matrix (discussed later).

• Building algorithms and doing the Design of 
experiments to select the best-suited algorithm 
and algorithm parameters for implementation.

• Implementation of algorithm and fine-tuning of 
parameters as required.

Building a Dissimilarity matrix:

There are different approaches to build a dissimilarity 
matrix, here we consider building a dissimilarity matrix 
containing the distance (called Distance Matrix) 
between data objects (another alternative approach 
is to feed in coordinate points and let the algorithm 
compute distance). Let us consider a group of N data 
objects to be clustered based on three data attributes 
of each data object. The steps for building a Distance 
matrix are:
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About the Author:

Gireesh is a part of the projects run in collaboration 
with IIT Madras for developing AI solutions and 
algorithms. His interest include Data science, 
Machine Learning, Financial markets and Geo-
politics. He believes that he is competing against 
himself to become better than who he was 
yesterday. He aspires to become a well-recognized 
subject matter expert in the field of Artificial 
Intelligence.

Build Complete Distance matrix. Here we build a 
complete distance matrix combining distance matrix 
of individual attributes forming the input for clustering 
algorithm.

Complete distance matrix = (element wise sum of 
individual attribute level matrix)/3; 

Generalized Complete distance matrix = (element 
wise sum of individual attribute level matrix)/M, where 
M is the number of attrute level matrix formed.  

Considerations for the selection of clustering 
algorithms:

Before selection of a clustering algorithm, the 
following considerations needs to be evaluated to 
identify the right clustering algorithms for the given 
problem.

• Partition criteria: Single Level vs hierarchical 
portioning

• Separation of clusters: Exclusive (one data point 
belongs to only one class) vs non-exclusive (one 
data point can belong to more than one class)

• Similarity measures: Distance-based vs 
Connectivity-based

• Clustering space: Full space (used when low 
dimension data is processed) vs Subspace (used 
when high dimension data is processed, where 
only subspace can be processed and interesting 
clustering can be formed)

Conclusion

Building ML algorithm is teamwork with a team 
consisting of SMEs, users, data scientists and ML 
engineers, each playing their part for success. The 
article gives steps to build a clustering algorithm, this 
can be used as a reference material while attempting 
to build your algorithm.

Application of Clustering

There are broadly two applications of clustering.

As an ML tool to get insight into data. Like 
building Recommendation Systems or Customer 
segmentation by clustering like-minded users or 
similar products, Social network analysis, Biological 
data analysis like Gene/Protein sequence analysis, 
etc.

As a pre-processing or intermediate step for other 
classes of algorithms. Like some Pattern-mining 
algorithms use clustering to group patterns mined 
and select most representative patterns instead of 
selecting entire patterns mined.

• Attributes processing: Ability to deal with different 
types of attributes: Numerical, Categorical, Text, 
Media, combination of data types in inputs

• Discovery of clusters: Ability to form predefined 
number of clusters or arbitrary number of clusters

• Ability to deal with noise in data
• Scalability to deal with huge volumes of data, 

high dimensionality, incremental or streaming 
data.

• Ability to deal with constraints on user preference 
and domain requirements.

Build a Distance matrix for individual data 
attributes. Here we build three individual distance 
matrices (one for each attribute) containing distance 
between data objects calculated for each attribute. 
The data is always scaled between [0,1] using one of 
the standard normalization methods such as Min-Max 
Scalar. Here is how the distance matrix for an attribute 
looks like.
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What distinguishes Inverse Reinforcement Learning 
from Reinforcement Learning?

In RL, our agent is provided with a reward function 
which, whenever it executes an action in some state, 
provides feedback about the agent’s performance. 
This reward function is used to obtain an optimal 
policy, one where the expected future reward 
(discounted by how far away it will occur) is maximal.
In IRL, the setting is (as the name suggests) inverse. 
We are now given some agent’s policy or a history 
of behavior and we try to find a reward function that 
explains the given behavior. Under the assumption 
that our agent acted optimally, i.e. always picks the 
best possible action for its reward function, we try to 
estimate a reward function that could have led to this 
behavior.

INVERSE 
REINFORCEMENT 
LEARNING

Naresh B

What is Inverse Reinforcement Learning (IRL)?

Inverse reinforcement learning is a recently 
developed Machine Learning framework that can 
solve the inverse problem of Reinforcement Learning 
(RL). Basically, IRL is about learning from humans. 
Inverse reinforcement learning is the field of learning 
an agent’s objectives, values, or rewards by observing 
its behavior.

Before getting into further details of IRL, let us recap 
RL.
Reinforcement learning is an area of Machine 
Learning (ML) that takes suitable actions to maximize 
rewards. The goal of reinforcement learning 
algorithms is to find the best possible action to take in 
a specific situation.

Challenges in RL

One of the hardest challenges in many reinforcement 
learning tasks is that it is often difficult to find a good 
reward function which is both learnable (i.e. rewards 
happen early and often enough) and correct (i.e. leads 
to the desired outcomes). Inverse reinforcement 
learning aims to deal with this problem by learning 
a reward function based on observations of expert 
behavior. 
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Instead, in the IRL framework, the task is to take a set of human-generated driving data and extract an 
approximation of that human’s reward function for the task. Of course, this approximation necessarily deals with 
a simplified model of driving. Still, much of the information necessary for solving a problem is captured within 
the approximation of the true reward function. Since it quantifies how good or bad certain actions are. Once 
we have the right reward function, the problem is reduced to finding the right policy, and can be solved with 
standard reinforcement learning methods.

For our self-driving car example, we’d be using human driving data to automatically learn the right feature 
weights for the reward. Since the task is described completely by the reward function, we do not even need to 
know the specifics of the human policy, so long as we have the right reward function to optimize. In the general 
case, algorithms that solve the IRL problem can be seen as a method for leveraging expert knowledge to 
convert a task description into a compact reward function.

Conclusion

The foundational methods of inverse reinforcement learning can achieve their results by leveraging information 
obtained from a policy executed by a human expert. However, in the long run, the goal is for machine learning 
systems to learn from a wide range of human data and perform tasks that are beyond the abilities of human 
experts.

About the Author:

Naresh is a part of Location Zero at GAVS as an AI/ML solutions developer. His focus is on solving 
problems leveraging AI/ML.He strongly believes in making success as an habit rather than considering it 
a destination.

In his free time, he likes to spend time with his pet dogs and likes sketching and gardening.

Maybe the biggest motivation for IRL is that it is often immensely difficult to manually specify a reward function 
for a task. So far, RL has been successfully applied in domains where the reward function is very clear. But in 
the real world, it is often not clear at all what the reward should be and there are rarely intrinsic reward signals 
such as a game score.

For example, consider we want to design an artificial intelligence for a self-driving car. A simple approach would 
be to create a reward function that captures the desired behavior of a driver, like stopping at red lights, staying 
off the sidewalk, avoiding pedestrians, and so on. In real life, this would require an exhaustive list of every 
behavior we’d want to consider, as well as a list of weights describing how important each behavior is.

References:

• http://www.herman.eu/wp-content/uploads/2015/07/car.jpg
• https://encrypted-tbn0.gstatic.com/images?q=tbn%3AANd9GcRW3dAQvnxm08wumn5p2atVS7bDdnNWvCldnzlqFrjbr5b9D3GH&usqp=CAU
• https://people.eecs.berkeley.edu/~pabbeel/cs287-fa12/slides/inverseRL.pdf
• https://towardsdatascience.com/inverse-reinforcement-learning-6453b7cdc90d
• https://medium.com/@jonathan_hui/rl-inverse-reinforcement-learning-56c739acfb5a
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Scope of Cognitive Computing

We do have to accept that computers have been 
faster at calculations and processing than humans 
for decades. But, in few cases they have failed to 
accomplish the tasks that humans take for granted, 
like understanding the natural language and recog-
nizing unique objects in the images and processing 
them. Cognitive computing solves all these chal-
lenges. They can act on complex situations and have 
far-reaching impact in our lives.

Per a study by the IBM institute for business value 
- cognitive computing involves three capabilities. 
These capabilities are related to the ways people 
think and demonstrate their cognitive abilities in their 
day-to-day life.

The current cognitive computing landscape is 
dominated by large players - IBM, Microsoft and 
Google. IBM being the pioneer of this technology 
has invested $26 bn dollars in big data and analytics, 
now spends close to one-third of its R&D budget in 
developing cognitive computing technology. IBM and 
Google have acquired some of their rivals and the 
market is moving towards consolidation. Below are 
the leading players in this market.

IBM Watson

Watson assistant is IBM’s AI product that allows you to 
build, train and deploy conversational simulators into 
any applications, device or channel.
Most chatbots try to mimic human interactions, which 
can frustrate the end-user when a misunderstanding 
occurs. Watson Assistant aims to resolve that. It 
knows how to handle the end-user sensibly and when 
to direct queries to a human executive. It can be 
deployed on any cloud or on premises environment.

COGNITIVE 
COMPUTING

Kalpana Vijayakumar

Is it possible for a computer to think and act without 
human intervention? The answer is yes, and that is 
called Cognitive computing.

Cognitive computing includes technology platforms 
that combines machine learning, reasoning, natural 
language processing, speech, vision and human com-
puter intervention that mimic the human brain, and 
solve problems without human assistance. Cognitive 
computing involves deep learning algorithms and big 
data analytics to provide insights.

The purpose of cognitive computing is to build the 
computing framework that can solve complicated 
problems without frequent human intervention. To 
implement it, cognitive computing consortium has 
recommended the following features.
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Watson supercomputer processes at a rate of 80 
teraflops (i.e. trillion floating point operations per 
second). To replicate a high functioning human’s 
ability to answer questions, Watson accesses 90 
servers with a combined data store of over 200 million 
pages of information, which it processes against six 
million logic rules.

Microsoft Cognitive Services

The machine-learned smarts that enable Microsoft’s 
Skype translator, Bing and Cortana to accomplish 
tasks such as translating conversations, compiling 
knowledge and understanding the intent of spoken 
words are increasingly finding their way into third 
party applications that people use every day. The 
democratization of AI is coming as part of Microsoft 
cognitive services, a collection of 25 tools that allows 
developers to add features such as emotions and 
sentiment, detection, vision and speech recognition 
and language understanding to their applications with 
zero experience in machine learning.

“Cognitive services is about taking all the machine 
learning algorithms and AI smarts that we have in this 
company and exposing them to developers through 
APIs , so that they don’t have to invent the technology 
themselves”, Mike Seltzer, a principal researcher in the 
Speech and Dialog research group at Microsoft’s lab 
in Redmond, Washington.

Google DeepMind

DeepMind was acquired by Google in 2014 and is 
considered to be a leading player in AI research. If 
you have used Google, there’s a high possibility that 
you’ve interacted with DeepMind in some way, as its 
deep learning tools have been implemented across 
the spectrum of Google products and services. 
Some of the most prominent uses for DeepMind 
AI includes speech recognition, image recognition, 
fraud detection, spam identification, handwriting 
recognition, translation, Google Maps Street View, and 
Local search.

Google devices like an Android Phone or Google 
Home, have invaded our homes and has impacted 
our lives. Every time you say, “Okay, Google” followed 
by a question, DeepMind helps Google Assistant 
understand what you are saying. Unlike Amazon’s 
Alexa, which uses eight microphones to understand 
voice commands, Google Home’s DeepMind-
powered voice recognition system requires only two.

Cognitive Scale

Cognitive Scale founded by former members of IBM 
Watson team provides cognitive cloud software 
for enterprises. Cognitive Scale’s augmented 
intelligence platform delivers insights-as-a-service 
and accelerates the creation of cognitive applications 
in healthcare, retail, travel, and financial services. 
They help businesses make sense from ‘dark data’ – 
messy, disparate, first and third-party data and drive 
actionable insights and continuous learning.

Spark Cognition

Spark Cognition is an Austin-based start-up formed in 
2014. Spark Cognition develops AI-Powered cyber-
physical software for the safety, security, and reliability 
of IT, OT. The technology is more inclined towards 
manufacturing. It is capable of harnessing real-
time sensor data and learning from it continuously, 
allowing for more accurate risk mitigation and 
prevention policies to intervene and avert disasters.

Cognitive Computing Use Cases

According to tech pundits, cognitive computing is the 
future. Many successful and established businesses 
have already integrated the technology into their 
business affairs. There are number of successful use 
case scenarios and cognitive computing examples 
that show the world how to implement cognitive 
computing, efficiently. Let us look at some successful 
use cases of the technology.
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Cora - Intelligent Agent by Royal Bank of Scotland

With the help of IBM Watson, Royal Bank of Scotland 
developed an intelligent assistant that is capable of 
handling 5000 queries in a single day. Using cognitive 
learning capabilities, the assistant gave RBS the ability 
to analyse customer grievance data and create a 
repository of commonly asked questions. Not only did 
the assistant analyse queries, but it was also capable 
of providing 1000 different responses and understand 
200 customer intents. The digital assistant learned 
how customers ask general questions, how to handle 
the query and transfer to a human agent if it is too 
complicated.

Healthcare Concierge by Welltok

Welltok developed an efficient healthcare concierge 
- CafeWell. It is a holistic population health tool 
that is being used by health insurance providers to 
help their customers with relevant information that 
improves their health. By collecting data from various 
sources and instant processing of questions by 
end-users, CafeWell offers smart and custom health 
recommendations that enhance the health quotient. 

Personal Travel Planner by WayBlazer

Powered with cognitive technology, WayBlazer’s 
travel planner makes it easier for travellers to plan 
for trips by asking questions in natural language. 
The concierge asks basic questions and provides 
customized results by collecting and processing 
travel data as well as insights about traveller 
preferences.

Such type of cognitive-powered tool helps travellers 
save time while searching for flights, booking hotels 
and planning other activities. Travel agents have been 
successfully using such tools which have helped 
increase their revenues and customer delight at the 
same time.

Edge up’s Smart Tool to Manage Fantasy Football 
Teams via Mobile App

Fantasy Football is a very popular entertainment for 
more than 33 million people around the globe. With 
the help of cognitive learning and computing, Edge 
Up Sports developed a tool and integrated with their 
mobile app that helped users to draft their fantasy 
teams by asking simple questions.

The questions, drafted in natural language, making 
it easier for users to take a decision which is then 
analysed by the system by browsing through data 
about a player across social media, news reports and 
gauging user sentiment that help team managers 
make better decisions.

Conclusion

Cognitive computing doesn’t bring a drastic novelty 
into the AI and big data industry. Rather, it urges digital 
solution to meet human centric requirements like act, 
think and behave like a human in order to achieve 
maximum synergy from human-machine interaction. 
It is believed that soon every digital system will be 
measured based on its cognitive abilities.
Cognitive computing will be a significant step towards 
digital humanism!

About the Author:
Kalpana is a database developer. She strongly 
believes that “It’s not that we use technology, we 
live technology.”

Outside of her professional role, Kalpana is 
passionate about travelling and watching movies.
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IOT ADOPTION 
DURING THE 
PANDEMIC

Naveen KT

From lightbulbs to cities, IoT is adding a level of digital 
intelligence to various things around us. Internet 
of Things or IoT are physical devices connected to 
internet, all collecting and sharing data, which can 
then be used for various purposes. The arrival of super 
cheap computers and ubiquity of wireless networks 
are behind the widespread adoption of IoT. It is 
possible to turn any object, from a pill to an airplane, 
into an IoT-enabled device. It is making devices 
smarter by letting them ‘sense’ and communicate, 
without any human involvement. 

Let us look at the developments that enabled 
commercialization of IoT.

History

The idea of integrating sensors and intelligence to 
basic objects dates to the 1980s and 1990s. But the 
progress was slow because the technology was not 
ready. Chips were too big and bulky and there was no 
way for an object to communicate effectively.

Processors had to be cheap and power-frugal enough 
to be disposed before it finally become cost-effective 
to connect to billions of devices. The adoption of RFID 
tags and IPV6 was a necessary step for IoT to scale.

Kevin Ashton penned the phrase ‘Internet of Things’ 
in 1999. Although it took a decade for this technology 
to catchup with his vision. According to Ashton “The 
IoT integrates the interconnectedness of human 
culture (our things) with our digital information 
system (internet). That’s the IoT”.

Early suggestions for IoT includes ‘Blogjects’ (object 
that blog and record data about themselves to 
the internet), Ubiquitous computing (or ‘ubicomp’), 
invisible computing and pervasive computing.

How big is IoT?

IDC predicts that there will be 41.6 billion connected 
IoT devices by 2025. It also suggests industrial 
and automotive equipments represent the largest 
opportunity of connected ‘things’.

Gartner predicts that the enterprise and automotive 
sectors will account for 5.8 billion devices this year. 

However, the COVID-19 pandemic has further 
enhanced the need for IoT-enabled devices to help 
the nations tackle the crisis.
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IoT for the Government 

Information about the movement of citizens is 
urgently required by governments to track the spread 
of the virus and potentially to monitor their quarantine 
measures. Some IoT operators have solutions that 
could serve these purposes. 

• Telia’s Division X has developed Crowd Insights 
which provides aggregated smartphone data to 
city and transport authorities of Nordic Countries. 
It is using the tool which will track the movement 
of citizens during quarantine.

• Vodafone provides insights on traffic congestion.
• Telefonica developed Smart steps, which 

aggregates data on footfall and movement for 
the transport, tourism and retail sectors.

Personal data of people will also help in tracking 
clusters of infection by changing the privacy 
regulations. For example, in Taiwan, high-risk 
quarantined patients were being monitored through 
their mobile phones to ensure compliance with 
quarantine rules. In South Korea, the officials track 
infected citizens and alert others if they come into 
contact with them. The government of Israel went 
as far as passing an emergency law to monitor the 
movement of infected citizens via their phones. 
China is already using mass temperature scanning 
devices in public areas like airports. A team of 
researchers at UMass Amherst is testing a device 
that can analyzing coughing sounds to identify the 
presence of flu-like symptoms among crowds. 

IoT in Health care

COVID-19 could be the trigger to explore new 
solutions and be prepared for any such future 
pandemics, just as the SARS epidemic in 2003 which 
spurred the governments in South Korea and Taiwan 
to prepare for today’s problems.

Remote patient monitoring (RPM) and telemedicine 
could be helpful in managing a future pandemic. 
For example, patients with chronic diseases who are 
required to self-isolate to reduce their exposure to 
COVID-19 but need continuous care would benefit 
from RPM. Operators like Orange, Telefónica and 
Vodafone already have some experience in RPM. 
Connected thermometers are being used in hospitals 
to collect data while maintaining a social distance. 
Smart wearables are also helpful in preventing the 
spread of the virus and responding to those who 
might be at risk by monitoring their vital signs. 

Telehealth is widely adopted in the US, and the 
authorities there are relaxing reimbursement rules 
and regulations to encourage the extension of specific 
services. These include the following.

• Medicare, the US healthcare program for senior 
citizens, has temporarily expanded its telehealth 
service to enable remote consultations.

• The FCC has made changes to the Rural Health 
Care (RHC) and E-Rate programs to support 
telemedicine and remote learning. Network 
operators will be able to provide incentives or 
free network upgrades that were previously not 
permitted, for example, for hospitals that are 
looking to expand their telemedicine programs.
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IoT for Consumers

The IoT promises to make our environment smarter, 
measurable and interactive. COVID-19 is highly 
contagious, and it can be transmitted from one 
to another even by touching the objects used by 
affected person. The WHO has instructed us to 
disinfect and sanitize high touch objects. IoT presents 
us with an ingenious solution to avoid touching these 
surfaces altogether. Hands-free and sensor enabled 
devices and solutions like smart lightbulbs, door 
openers, smart sinks and others help prevent the 
spread of the virus. 

Security aspects of IoT

Security is one of the biggest issues with the IoT. 
These sensors collect extremely sensitive data like 
what we say and do in our own homes and where we 
travel. Many IoT devices lack security patches, which 
means they are permanently at risk. Hackers are now 
actively targeting IoT devices such as routers and 
webcams because of their inherent lack of security 
makes them easy to compromise and pave way to 
giant botnets.

IoT bridges the gap between the digital and the 
physical world which means hacking into devices can 
have dangerous real-world consequences. Hacking 
into sensors and controlling the temperature in power 
station might end up in catastrophic decision and 
taking control of a driverless car could also end in 
disaster.

Overall IoT makes the world around us smarter and 
more responsive by merging the digital and physical 
universes. IoT companies should look at ways their 
solutions can be repurposed to help respond to the 
crisis. 

References:

• https://www.analysysmason.com/Research/Content/
Comments/covid19-iot-role-rdme0-rma17/

• shorturl.at/wBFGT



23

LAMBDA (Λ  ), 
KAPPA (  ) AND 
ZETA (  ) - THE 
THREE AIOPS 
MUSKETEERS 
(PART-1)

Bargunan Somasundaram
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Architecture inspires people, no wonder so many 
famous writers, artists, politicians and designers 
have such profound and fascinating observations 
about architecture. Whether embracing minimalism 
or adoring resplendence, everyone has experiences 
and tastes that shape the way they interact with the 
world. The Greek architectural beauties have captured 
the imagination of many. The crown jewel of their 
architecture is the “post and lintel” which was used 
for their grand, large, open-air structures that could 
accommodate 20,000 spectators.

Greeks are also famous for their Alphabets. When 
the Greek Architecture and Alphabets are merged, 
the state-of-the-art overarching “Big Data Processing 
Architecture” is produced; Lambda   κ, kappa  κ  and 
Zeta   κ.

Big Data Architectural patterns

The evolution of the technologies in Big Data in 
the last decade has presented a history of battles 
with growing data volume. An increasing number 
of systems are being built to handle the Volume, 
Velocity, Variety, Veracity, Validity and Volatility 
of Big Data and help gain new insights and make 
better business decisions. A well-designed big data 
architecture must handle the 6 V’s of Big Data, save 
your company money, and help predict future trends. 

Lambda (λ  ) Architecture

The Lambda Architecture κ is an emerging paradigm in 
Big Data computing. The name lambda architecture 
is derived from a functional point of view of data 
processing i.e. all data processing is understood as 
the application of a function to all data. 

Lambda architecture is a popular for its data 
processing technique of handling huge amount 
of data by taking advantage of both a batch layer 
and a speed/stream-processing layer. This specific 
approach attempts to balance latency, throughput 
and fault-tolerance by using batch processing to 
provide comprehensive and accurate views of batch 
data, while simultaneously using real-time stream 
processing to provide views of online data. The 
outputs from both batch and speed layer can be 
merged before 
presentation.

The efficiency of this architecture becomes evident 
in the form of increased throughput, reduced latency 
and negligible errors, thus resulting a linearly scalable 
architecture which scales out rather than scaling up.
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Basic tenets of Lambda Architecture

The Lambda Architecture achieves high scalability 
and low latency due to the following principles,
• Immutability of Data 
• Data Denormalization 
• Precomputed Views

Immutability of Data 

The Big Data immutability is based on similar 
principles as the immutability in programming data 
structures. The goal being the same - do not change 
the data in-place and instead create a new one. The 
data can’t be altered and deleted. This rule can be 
defined for the eternity or for a specified time period.
 
Immutable data is fundamentally simpler than 
mutable data. The idea here is not to change the data 
in-place i.e. no updating or deleting of records but 
creating new ones. Now this could be time-bound or 
for the eternity. Thus, write operations only add new 
data units. In CRUD parlance only CR (Create & Read) 
and no UD (Update & Delete).

This approach makes data handling highly scalable 
because it is very easy to distribute and replicate data. 
This immutable model makes the data aggregation 
kind of a logging system. With the attributes like 
“data creation timestamp”, the old and the most 
recent version can be distinguished. Apache Kafka 
- an append-only distributed log system is a great 
example of immutable data store.

As a drawback, even more data is generated and 
answering queries becomes more difficult. For 
example, to find the current owner of a brand, the 
owner for that brand with the latest timestamp must 
be found.

In the mutable data model, it is no longer possible 
to find out that the brand Jaguar was once owned 
by Ford. This is different when using immutable data 
model which is achieved by adding a timestamp to 
each data record. 

Now it is possible to get both bits of information: the 
fact that Jaguar is now owned by Tata Motors (latest 
timestamp) and the fact the it was formerly owned 
by Ford. It is also much easier to recover from errors 
because the old information is not deleted. 

Data Denormalization 

The traditional database systems are named for their 
storage efficiency and data integrity. It is possible 
due to the Normalization process like 1NF, 2NF, 3NF, 
BCNF, 4NF and 5NF. Due to efficient normalization 
strategy, data redundancy is eliminated. The same 
data need not be saved in multiple places (tables) 
and any updates (partial or full) on the same, need not 
be done at multiple places (tables). But this makes 
the traditional databases poor at scaling their read 
performance, since data from multiple places (tables) 
need to be brought together by complex and costly 
join operations.
For the sake of performance, Big data systems accept 
denormalization and duplication of data as a fact of 
life with the data schema such that data stored in-
representation is equivalent to that after 

performing joins on normalized tables. 
In this way the knowledge about the schema is not 
necessary and joins can be avoided, and the query 
results are faster. This also motivates the query driven 
data modelling methodology. Albeit the data exists in 
multiple places after denormalization, the consistency 
of the data is ensured via strong consistency, 
timeline consistency and eventual consistency 
models in the event of partial or full updates. This 
is often acceptable, especially when denormalized 
representations are used as precomputed views. 

Precomputed Views

To give fast and consistent answers to queries on 
huge amounts of data, precomputed views are 
prepared both in the batch layer and in the speed 
layer. In the batch layer, these are constructed by 
applying a batch function to all the data. This leads 
to a transformation of the data into a more compact 
form suitable for answering a pre-defined set of 
queries. This idea is essentially the same as what is 
done in data warehousing. 
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Layers of Lambda

The Lambda Architecture solves the problem of 
computing arbitrary functions on arbitrary data in real-
time by decomposing the problem into three layers,
1. Batch Layer or Cold Path
2. Speed Layer or Hot path
3. Serving Layer

Batch layer or Cold path

The nub of the    is the master dataset. The master 
dataset is the source of truth in Lambda Architecture.  
The Master dataset must hold following three 
properties,

1. Data is raw.
2. Data is immutable.
3. Data is eternally true.

This gives the Lambda architecture ability to 
reconstruct the application from the master data 
even if the whole serving layer data set is lost. The 
batch layer pre-computes results using a distributed 
processing system that can handle very large 
quantities of data. The batch layer aims at perfect 
accuracy by being able to process all available data 
when generating views.  
The batch layer prefers re-computation algorithms 
over incremental algorithms. The problem with 
incremental algorithms is the failure to address 
the challenges faced by human mistakes. The 
re-computational nature of the batch layer creates 
simple batch views as the complexity is addressed 
during precomputation. Additionally, the responsibility 
of the batch layer is to historically process the data 
with high accuracy. Machine learning algorithms take 
time to train the model and give better results over 
time. Such naturally exhaustive and time-consuming 
tasks are processed inside the batch layer. 

λ

The problem with the batch layer is high latency. The 
batch jobs must be run over the entire master dataset. 
These jobs can process data that can be relatively 
old as they cannot keep up with the inflow of stream 
data. This is a serious limitation for real-time data 
processing. To overcome this limitation, the speed 
layer is very significant.

Frameworks and solutions such as Hadoop 
MapReduce, Spark core, Spark SQL, GraphX, and 
MLLib are the widely adapted big-data tools using 
batch mode. Batch schedulers include Apache Oozie, 
Spring Batch and Unix crontab which, invoke the 
processing at a periodic interval.

Speed layer or Streaming layer or Hot path

The real-time data processing is realized in the speed 
layer. The speed layer achieves up-to-date query 
results and compensates for the high latency of the 
batch layer. 

To create real-time views of the most recent data, this 
layer sacrifices throughput and decreases latency 
substantially. The real-time views are generated 
immediately after the data is received but are not as 
complete or precise as the batch layer.  

In contrast to the re-computation approach of 
batch layer, the speed layer adopts incremental 
computational algorithms. Since the data is not 
complete i.e less data so less computation. The 
incremental computation is more complex, but the 
data handled in the speed layer is vastly smaller and 
the views are transient. Most operations on streams 
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are windowed operations operating on slices of time such as moving averages for stock process every hour, 
top products sold this week, fraud attempts in banking etc. Popular choices for stream-processing tools include 
Apache Kafka, Apache Flume, Apache Storm, Spark Streaming, Apache Flink, Amazon Kinesis etc.

Serving Layer

The output from both the batch and speed layers are stored in the serving layer. pre-computed batch views are 
indexed in this layer for faster retrieval. All the on-demand queries from reporting or presentation layer is served 
by merging the batch and real-time views and outputs a result.
The must haves of the serving layer are,

Query = λ (Complete data) = λ (live streaming data) * λ (Stored data)

•  Batch writable
         The batch views for a serving layer are produced from scratch. When a new version of a view becomes           
 available, it must be possible to completely swap out the older version with the updated view.

• Scalable
 A serving layer database must be capable of handling views of arbitrary size. As with the distributed  
 filesystems and batch computation framework previously discussed, this requires it to be distributed  
 across multiple machines.

• Random reads
 A serving layer database must support random reads, with indexes providing direct access to small  
 portions of the view. This requirement is necessary to have low latency on queries.

• Fault-tolerant 
 Because a serving layer database is distributed, it must be tolerant of machine failures.
 This is how Lambda Architecture handles humongous amounts of data with low latency queries in a  
 fault tolerant manner. Let’s see the various implementation of lambda architecture and its applications  
 in the next part.

 To be continued…
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- Ralph Waldo Emerson

“Do not follow where the 
path may lead. Go instead 
where there is no path and 
leave a trail.”
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